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Abstract
Electricity price forecasting is a challenging task due to the
volatility of electricity markets and the large amount of data
required to represent their behaviour. This work studies one-
hour-ahead electricity price forecasting from the perspective of
data representation, focusing on whether event-based represen-
tations can reduce the amount of market data used for training
while preserving predictive performance. A Nord Pool day-ahead
market dataset is constructed using prices, buy and sell vol-
umes, cross-border flows and transmission capacities. From this
dataset, three input representations are compared: the full raw
dataset, an automatic rbaTheta-based event representation and
a manually defined market event representation based on price,
volume, flow and capacity events. The proposed methodology
is evaluated on Norwegian bidding zones with different volatility
levels using several forecasting models and RMSE as the main
evaluation metric. The results show that market-informed event
representations can achieve forecasting performance close to the
full dataset while using substantially fewer raw values. This sug-
gests that carefully analysing and selecting relevant market sit-
uations can provide a compact and interpretable alternative to
using all available market data.
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1 Introduction

Access to high-quality electricity market data is a practical limitation in
electricity price forecasting. Although public platforms such as the ENTSO-
E Transparency Platform provide access to European electricity system and
market data, applied power system research is highly data-intensive and
public sources may not always provide all the variables required for a detailed
market representation [1, 2]. In contrast, dedicated market data services can
provide more complete historical information. For example, Nord Pool’s
day-ahead market data service provides access to real-time and historical
data, including prices, buy and sell volumes, capacities and flows, but this
access is offered through paid subscriptions and annual data fees [3].

This limitation was also reflected in the construction of the dataset used
in this project. The initial stage of the work relied on publicly available
data sources, but these were later complemented with Nord Pool data in
order to obtain a more detailed representation of the day-ahead market.
However, collecting and integrating these data required a considerable pre-
processing effort, and full access to high-quality market data may involve
additional technical and economic constraints. For this reason, Nord Pool
is adopted as the case study in this work. Its day-ahead market provides a
relevant setting for the analysis, as it combines hourly electricity prices with
additional market variables such as buy and sell volumes, cross-border flows
and transmission capacities [3]. This makes it possible to compare differ-
ent input representations, ranging from raw market variables to event-based
abstractions.

Once the market setting has been defined, this work focuses on one-hour-
ahead electricity price forecasting. Short-term electricity price forecasting
is a relevant problem in liberalized electricity markets, where price signals
influence operational and economic decisions [4, 5]. This forecasting horizon
represents a short-term operational setting in which market participants may
still need to update decisions, manage risk or anticipate abrupt changes in
price behaviour. Electricity prices can vary significantly from one hour to the
next due to changes in demand, generation availability, inter-zonal exchanges
or transmission constraints. Therefore, forecasting the next hourly price is a
meaningful task for evaluating whether a model is able to capture short-term
market dynamics.
The one-hour-ahead horizon is also consistent with the temporal resolution
of the dataset used in this work. Since the Nord Pool data considered in
this project are organized at hourly granularity, predicting the following
hour provides a direct way to evaluate short-term forecasting performance
while preserving the original structure of the market data. This choice is
also consistent with the temporal scope of the dataset, which is limited to
the period before the transition to 15-minute market time units [6].
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The choice of input representation is a central aspect of electricity price
forecasting. Traditional forecasting models usually rely on raw historical
variables, such as past prices or other market-related time series. These
representations are useful for capturing trends, seasonality and temporal
dependencies, and they constitute a common baseline in electricity price
forecasting [4, 7]. However, electricity markets may also exhibit abrupt
changes, price spikes or high-volatility periods, which are not always easy
to capture using only raw temporal patterns.
For this reason, the same market information can also be encoded through
alternative representations. Instead of using only raw price, volume, flow
or capacity values, these variables can be transformed into simple indica-
tors of relevant market situations, such as high or low prices, rapid price
changes, unusually high demand or generation levels, strong variations in
cross-border flows, or reductions in transmission capacity. These event-
based indicators do not necessarily introduce new external information, but
they provide a simplified representation of existing market variables. There-
fore, they may help predictive models distinguish between regular market
behaviour and unusual regimes. This raises the main scientific question of
this work: whether different representations of the same electricity market
data can lead to different forecasting performance, especially under limited
data availability and during periods of abnormal market behaviour.

Based on the constructed Nord Pool dataset [3], this work compares three
input representations for one-hour-ahead electricity price forecasting: (i)
the full dataset with raw market variables, including prices, volumes, flows
and capacities; (ii) manually defined market event representations derived
from these variables using domain knowledge; and (iii) automatically de-
rived event abstractions obtained with the rbaTheta implementation [8, 9].
This comparison makes it possible to evaluate whether reduced or event-
based representations can approximate the predictive value of the full raw
dataset. The main objective is to assess whether alternative representations
of electricity market data can achieve competitive forecasting performance
compared with models based on the full set of raw variables. In particu-
lar, the work analyzes whether event-based representations can retain rel-
evant information about abnormal market situations, such as price spikes,
high-volatility periods, unusual volume conditions or transmission-related
constraints.

To this end, predictive models are trained and evaluated under differ-
ent input configurations. The comparison considers both global forecasting
accuracy and model behaviour during relevant market situations, in order
to assess whether the choice of representation affects short-term price pre-
diction performance. This work contributes to the analysis of input repre-
sentation in electricity price forecasting by constructing a Nord Pool-based
dataset, defining interpretable market event indicators, and comparing raw,
manually defined event-based and rbaTheta-derived representations.
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2 Related Work

Previous research has approached electricity price forecasting from different
methodological perspectives. Weron [4] provides a comprehensive review of
the field and distinguishes between statistical models, computational intelli-
gence methods and hybrid approaches. This classification provides a useful
framework for positioning the present work, which compares traditional and
machine learning models under different input representations.

Within this classification, traditional statistical models have played an
important role in electricity price forecasting. Nogales et al. [7] applied time-
series models to next-day electricity price forecasting, showing that temporal
dependencies in electricity prices can be exploited to build short-term pre-
dictions. Similarly, ARIMA-based approaches have been used as classical
forecasting methods to capture historical price patterns and generate future
price estimates [10].

More recently, the literature has moved towards more flexible data-driven
approaches, including machine learning and deep learning models. These
methods can represent non-linear relationships and handle a larger number
of explanatory variables, making it possible to integrate additional market
information such as demand, generation, volumes or other relevant indica-
tors. For example, Sai et al. [11] explored an event-driven forecasting ap-
proach using machine learning algorithms, including XGBoost, for wholesale
electricity price and frequency regulation price forecasting.

Despite the progress achieved by these modelling approaches, electricity
price forecasting remains challenging, especially under unstable or stressed
market conditions. One of the main difficulties is the presence of abrupt
price movements, high-volatility periods and price spikes. These episodes
may appear when market conditions change suddenly, for example due to
variations in demand, generation availability, renewable production or net-
work constraints. Several studies have therefore analysed electricity price
volatility, regime changes and extreme price behaviour, showing that these
situations are an important source of uncertainty in forecasting tasks [12, 13].

This has motivated recent approaches that pay more attention to spe-
cific market situations rather than only to average forecasting performance.
In this direction, event-based and regime-aware perspectives are useful be-
cause they focus on periods in which the market deviates from its usual
behaviour. Vogler and Ziel [14] propose an event-based evaluation frame-
work for electricity price ensemble forecasts, while Das and Schl”uter [15]
develop a regime-aware approach for operational electricity price forecasting.

Beyond volatility and regime-dependent behaviour, electricity prices are
also influenced by the spatial structure of electricity markets. In zonal mar-
kets, prices are defined at bidding-zone level, and price differences may
arise when transmission constraints limit the exchange of electricity be-
tween areas. For this reason, interconnections, power flows and available
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transmission capacities are relevant elements for understanding price for-
mation across zones. Moretto and Pollitt [16] discuss the role of bidding
zone design in electricity markets, while recent work on congestion manage-
ment highlights that changes in generation, consumption and power flow
patterns can increase the importance of transmission constraints in system
operation [17].

This spatial perspective is particularly relevant in the Nordic context.
Phan et al. [18] study electricity price forecasting across Norway’s five Nord
Pool bidding zones and show that model performance and feature relevance
may vary across zones and market regimes. This work is closely related
to the present thesis because it also considers Nord Pool bidding zones and
regime-dependent behaviour, although the focus here is placed on represent-
ing relevant market situations through event-based data selection.

Overall, the literature shows that electricity price forecasting has been
addressed using a wide range of statistical, machine learning and deep learn-
ing methods. However, abrupt price movements, periods of high volatility,
regime changes and spatial market constraints remain important challenges.
This thesis is positioned at the intersection of these research directions by
analysing whether event-based representations of market data can support
one-hour-ahead electricity price forecasting. Instead of relying only on the
full set of raw historical observations, the proposed approach identifies rel-
evant timestamps from prices, volumes, flows and capacities, and evaluates
whether training models on these event-based subsets can retain useful fore-
casting information while reducing the amount of raw data used.
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3 Context

The electricity market is a complex environment in which the price of elec-
tricity does not depend on a single factor, but rather on the constant in-
teraction of multiple variables, such as demand, available generation and
transmission capacity. Unlike other goods, electricity presents significant
limitations in terms of large-scale storage, which requires production and
consumption to remain balanced over very short time intervals. In addition,
factors such as the availability of renewable resources, interconnections be-
tween zones and physical network constraints can lead to significant price
variations. This combination of factors makes the analysis and forecasting
of electricity prices a particularly relevant challenge within energy markets
[4].

This work uses Nord Pool as the reference electricity market. Nord Pool
is a European electricity trading platform that facilitates exchanges between
different market participants, such as generators, distributors and retail-
ers. In restructured electricity markets, power exchanges provide a common
platform where market participants submit buy and sell orders, supporting
transparent and reliable price formation [5]. According to Nord Pool, the or-
ganization performs two main roles within the European electricity market.
On the one hand, it acts as a Power Exchange (PX), operating the market
as a trading platform. On the other hand, it acts as a Nominated Electricity
Market Operator (NEMO), participating in the process of market price cal-
culation and price formation. From an operational perspective, Nord Pool
manages two main markets: the intraday market and the day-ahead mar-
ket. The day-ahead market consists of trading electricity one day before
its delivery, allowing market participants to plan and balance their supply
and demand for the hours of the following day. In this process, Transmis-
sion System Operators submit the available transmission capacity between
zones in advance, as this capacity limits the amount of electricity that can
flow between different market areas. The market price is determined by the
interaction between supply and demand orders and the available transmis-
sion capacity. This process is carried out through the Euphemia algorithm,
which is used to optimize the use of available resources and calculate the
market results. Nord Pool publishes the preliminary day-ahead market re-
sults at 12:45 CET, allowing participants to know the prices and plan their
operations for the following day [19].

The European electricity market is organized through a zonal model,
in which the transmission network is divided into predefined geographical
areas known as bidding zones. Within each bidding zone, a uniform elec-
tricity price is assumed, while price differences may arise between zones
when transmission constraints or structural differences between supply and
demand exist. In the European context, this zonal model has become a
practical compromise between market efficiency, system feasibility and in-
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stitutional simplicity [16]. In this work, the bidding zones available in the
dataset are grouped into geographical regions such as Nordic, Baltic, Central
Western Europe and South East Europe. These groupings are used to orga-
nize the dataset, but the main units of analysis are the individual bidding
zones. The initial analysis focuses mainly on the Nordic and Baltic regions,
as they allow the study of areas with differentiated behaviour and a clear
interconnection structure. The Nordic and Baltic bidding zones considered
in the initial analysis are shown in Figure 3.1. The Nordic region includes
bidding zones corresponding to Norway, Sweden, Finland and Denmark. In
some cases, a single country is divided into several bidding zones in order
to better reflect structural transmission constraints and regional differences
between supply and demand. This is the case of Norway, which is divided
into five zones, from NO1 to NO5; Sweden, which is divided into four zones,
from SE1 to SE4; and Denmark, which is divided into two zones, DK1 and
DK2. Finland, in contrast, is represented as a single zone, FI. On the other
hand, the Baltic region includes Estonia, Latvia and Lithuania, represented
respectively by EE, LV and LT.

Figure 3.1: Nordic and Baltic bidding zones considered in the initial analysis.

During the initial stages of the project, two main electricity market data
sources were considered: the ENTSO-E Transparency Platform [1] and Nord
Pool. Initially, ENTSO-E was used because it allowed historical data to be
obtained more directly, especially in the case of prices, which could be down-
loaded as annual files. This availability facilitated the first stages of data
extraction, preprocessing and exploratory analysis. However, as the project
progressed, Nord Pool became the main data source, as it provided a set
of variables more closely aligned with the objectives of the work, including
prices, volumes, flows and capacities at bidding-zone level. Although the
initial extraction of Nord Pool data was more complex without access to its
API, access to the paid API was eventually obtained, making it possible to
build a more complete dataset that was more coherent with the proposed
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approach. For this reason, the final dataset used in this work is based on
Nord Pool, while ENTSO-E mainly played an exploratory role during the
initial stages of the project.

The dataset used in this work consists of four main types of Nord Pool
market data: prices, volumes, flows and capacities [3]. These variables rep-
resent different dimensions of the electricity market, from the temporal evo-
lution of prices to the physical and commercial relationships between inter-
connected bidding zones. Prices are associated with each bidding zone and
constitute the main variable of this work, since the objective of the predictive
model is to estimate the electricity price in the short term. Volumes provide
information about market activity within each bidding zone: buy volumes
reflect the amount of electricity demanded by market participants, while
sell volumes are related to the available supply. Flows describe how electric-
ity moves between connected zones and represent a directional relationship
between two bidding zones. Finally, capacities indicate the available trans-
mission limit between zones and are particularly relevant for understanding
physical restrictions in the network. For this reason, flows and capacities are
key variables for capturing the spatial dimension of the electricity market
and preparing a possible graph-based representation.

The data used in this work are handled with hourly granularity, which
is consistent with the objective of predicting the electricity price one hour
ahead. The study period covers the interval from 1 January 2020 to 30
September 2025. This temporal delimitation is due to the fact that, from
30 September 2025, the Single Day-Ahead Coupling introduced a European
15-minute Market Time Unit, modifying the temporal structure of the data.
In order to maintain a homogeneous temporal structure, the analysis focuses
on the period prior to this change [6].

This dataset makes it possible to identify relevant market situations that
may affect electricity prices, such as extreme price episodes, sudden price
changes, unusually high or low buy and sell volumes, strong variations in
cross-border flows, or reductions in available transmission capacity. These
situations can be interpreted as market events and used to construct event-
based subsets of the original market data. For this reason, the context
described in this section provides the basis for the event-based data repre-
sentation developed in the following chapters.
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4 Methods

4.1 Methodological overview

This chapter describes the methodology followed to evaluate the impact of
different input representations on one-hour-ahead electricity price forecast-
ing. The main objective of this work is not only to train forecasting models,
but to analyse whether the way in which electricity market data are repre-
sented affects predictive performance. For this reason, the methodology is
based on comparing different representations of the same Nord Pool market
information under a common experimental protocol.

The methodological workflow follows a sequential pipeline. First, Nord
Pool market data are collected and organised into a structured dataset con-
taining prices, volumes, flows and capacities. Second, the data are prepro-
cessed in order to obtain a consistent hourly representation for each bidding
zone and interconnection. Third, different input representations are con-
structed from the same underlying data. Finally, forecasting models are
trained and evaluated using a common prediction horizon, test structure
and set of metrics.

Three main input representations are considered. The first one is a
standard representation based on raw market variables, including prices, vol-
umes, flows and capacities. The second one is a market event representation,
where relevant market situations are identified from the observed behaviour
of electricity market variables. In this work, these events are not external
events, but market conditions detected from variables such as prices, vol-
umes, flows and capacities. These events are designed to capture situations
such as extreme prices, abrupt price changes, unusually high or low volume
levels, high flows, flow reversals, or reductions in available transmission ca-
pacity. The third representation is based on rbaTheta, which provides an
automatically derived event abstraction from time series data.

All representations are evaluated using the same forecasting task: pre-
dicting the electricity price one hour ahead for a given bidding zone. In order
to make the comparison consistent, the same training and testing structure,
forecasting models and evaluation metrics are applied to each representation.
For the event-based representations, the methodology follows a calibration-
and-freeze logic. First, a calibration period with sufficient historical market
information is used to define the event criteria and estimate the correspond-
ing thresholds. Once these criteria are fixed, the event definitions are kept
unchanged during the evaluation stage. This allows events to be computed
using only the market information available at each timestamp, without re-
calculating thresholds from the full historical series. This makes it possible
to analyse whether event-based representations can simplify or approximate
the predictive information contained in the full raw dataset.

The technical implementation of this workflow is described in Chapter 5.
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4.2 Forecasting problem definition

The forecasting task considered in this work is formulated as a supervised
one-hour-ahead electricity price prediction problem. For each bidding zone
and timestamp, the objective is to predict the electricity price observed in
the following hour. Therefore, each sample is built using market information
available at time t, while the target variable corresponds to the price at time
t + 1.

Formally, for a given bidding zone z and timestamp t, the prediction
target can be expressed as:

yz,t = pricez,t+1

where pricez,t+1 denotes the electricity price of zone z in the next hourly
period. The input vector associated with this target is represented as:

Xz,t = f(Mz,t)

where Mz,t denotes the market information available at timestamp t, and
f(·) represents the selected input representation. Depending on the exper-
iment, this representation may correspond to the full raw market dataset,
an event-based subset of relevant timestamps, or an automatically derived
abstraction.

This formulation ensures that the prediction is based only on information
that would be available before the target hour. In the standard represen-
tation, the training data include the full set of available observations with
market variables such as prices, volumes, flows and capacities. In the event-
based representations, the training data are restricted to timestamps where
relevant market situations are detected according to previously defined and
fixed event criteria.

The same forecasting formulation is used across all experiments. The
target variable and prediction horizon remain fixed, while the training rep-
resentation changes depending on the configuration being evaluated. This
allows differences in forecasting performance to be interpreted as the effect
of the representation rather than as a consequence of changing the prediction
task.

The one-hour-ahead horizon is selected because it is consistent with the
hourly granularity of the dataset and allows the evaluation of short-term
market dynamics. This horizon is particularly relevant for assessing whether
event-based data selection can preserve useful information about abrupt
price changes, high-volatility periods or transmission-related situations that
may affect prices in the immediate future.
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4.3 Input representations

A central aspect of this work is the comparison of different input representa-
tions for the same forecasting problem. Instead of only evaluating different
forecasting models, the methodology analyses how the representation of the
available market information affects one-hour-ahead electricity price predic-
tion. Therefore, the target variable and the prediction horizon remain fixed
across all experiments, while the training data used by the models change
depending on the representation being evaluated.

Three main representations are considered. The first one is a standard
representation based on raw market variables. The second one is a data-
driven event abstraction based on rbaTheta. The third one is the market
event representation proposed in this work, where relevant market situations
are identified from the observed behaviour of electricity market variables and
used to construct an event-based subset of the original data.

This order allows the proposed market event representation to be evalu-
ated against two reference alternatives. The standard representation estab-
lishes the predictive value of the full raw dataset, while rbaTheta provides
an automatic event extraction approach. Finally, the market event repre-
sentation evaluates whether market-informed event definitions can provide
a compact and interpretable alternative to both raw numerical data and
generic data-driven event abstractions.

4.3.1 Standard representation

The standard representation uses the original market variables directly as
model inputs. In this configuration, the model receives numerical informa-
tion from the available Nord Pool data, including electricity prices, buy and
sell volumes, directional flows and transmission capacities. This representa-
tion preserves the original magnitude of each variable and provides the most
direct description of the market state.

This representation acts as the main baseline for the comparison, since
it uses the full raw information available in the dataset without selecting
timestamps according to event conditions. However, it may also require
a larger amount of data and can include variables with different scales,
temporal behaviours and availability constraints. For this reason, comparing
it with event-based alternatives makes it possible to analyse whether more
compact representations can retain part of its predictive value.

4.3.2 rbaTheta-based representation

The second representation is based on rbaTheta, a Ramping Behavior Anal-
ysis method designed to extract relevant events from time-varying data. In
this approach, a time series is not represented only as a sequence of indi-
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vidual numerical values, but through relevant behavioural changes detected
from the temporal structure of the data. According to the repository doc-
umentation, rbaTheta interprets a sudden change in time-varying data as
an event, allowing a long sequence of measurements to be summarized by a
smaller number of representative events [20].

In this work, rbaTheta is used as a data-driven reference representa-
tion. Unlike the market event representation proposed later in this section,
rbaTheta does not require manually defining market-specific rules for each
type of situation. Instead, it extracts event-like patterns from the behaviour
of the time series itself. This makes it useful as an automatic abstraction
method with which the proposed market events can be compared.

This representation is included in the experimental comparison in or-
der to evaluate whether an automatically generated abstraction of temporal
behaviour can provide useful information for the forecasting task. While
the standard representation preserves the full set of original numerical ob-
servations, the rbaTheta-based representation provides a way to reduce the
original time series into a subset of event-like timestamps derived directly
from the data.

4.3.3 Own event representation

The market event representation is the main event-based contribution of
this work. It identifies relevant market conditions from the behaviour of the
original Nord Pool variables. These events are not external events, such as
news or reported disruptions, but internal market situations detected from
prices, volumes, flows and capacities.

The motivation behind this representation is that not all timestamps
carry the same type of information for forecasting. Some hours correspond
to regular market behaviour, while others reflect abnormal or stressed sit-
uations. By identifying these situations explicitly, the training data can be
restricted to timestamps associated with relevant market behaviour, provid-
ing a more compact representation than using the full raw dataset.

This representation is designed to provide a compact and interpretable
abstraction of the original Nord Pool dataset. Its purpose is to reduce the
amount of raw information used by the models while retaining timestamps
that may be especially relevant for short-term price forecasting. By compar-
ing this representation with both the standard raw dataset and rbaTheta,
the methodology evaluates whether market-informed event definitions can
preserve useful predictive information compared with generic numerical or
automatic event-based representations.
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4.4 Market event definition protocol

This section describes the protocol used to define the market events intro-
duced in the previous section. The objective is to identify relevant market
situations from the original market variables through a consistent set of
rules and thresholds. These indicators are designed to represent situations
in which the market deviates from regular behaviour, such as extreme prices,
abrupt changes, unusual buy or sell volume levels, strong flow variations, or
reductions in available transmission capacity.

The event construction process follows a calibration-and-freeze approach.
A calibration period is used to estimate the thresholds and rules that de-
fine each event. Once these criteria have been fixed, they can be applied
consistently in later stages without recalculating them from the evaluation
period.

It is also important to distinguish between the general event framework
and the specific event subset used in each experiment. In the final experi-
mental comparison, events are derived independently from prices, volumes,
flows and capacities. However, defining an event in the framework does not
imply that it must be used in every experimental configuration. The final
subset depends on the objective of the experiment, the available variables
and the type of comparison being performed.

The following subsections describe the groups of simple market events
used to construct the event-based training subsets. When necessary, the
specific subset used in the common experimental comparison is indicated
separately.

4.4.1 Calibration and freeze process

The construction of market events follows a calibration-and-freeze process.
This process is necessary because most event definitions depend on thresh-
olds that determine when a market variable behaves unusually. Instead of
using arbitrary fixed values, the thresholds are estimated from the historical
behaviour of the corresponding variable during a calibration period.

During the calibration stage, the selected historical period is used to
compute the thresholds required to define each event. These thresholds are
usually obtained from the empirical distribution of the corresponding vari-
able or from derived variables, such as hourly changes, absolute variations or
rolling volatility. For example, price-level events are defined using quantiles
of the price distribution, while dynamic events are defined using quantiles
of the variation between consecutive hours.

Once the thresholds have been estimated, the freeze stage fixes the event
definitions. From that point onward, the same thresholds and rules are used
in all subsequent periods. Therefore, the meaning of each event remains
stable across training and evaluation, which makes the comparison between
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representations more consistent.
After the freeze stage, event computation becomes a rule-based process.

At each timestamp, the available market information is compared with the
fixed thresholds. If the condition associated with an event is satisfied, the
timestamp is marked as an event-based observation for that event; otherwise,
it is treated as a regular observation for that condition. For example, a high-
price event is activated when the current price is above its calibrated upper
threshold, while a rapid-price-change event is activated when the absolute
hourly price variation exceeds its calibrated threshold.

4.4.2 Price and volume events

Price and volume events describe market conditions associated with individ-
ual bidding zones. They are the most directly related to the one-hour-ahead
price forecasting task, since the target variable is the electricity price of a
specific zone. Price events describe the behaviour of the price series itself,
while volume events provide additional information about demand-side and
supply-side activity in the day-ahead market.

Price events are designed to capture abnormal price levels, abrupt hourly
variations and short-term volatility regimes. These events are defined sep-
arately for each bidding zone, since each zone may present different price
distributions, volatility patterns and market behaviour. The first group of
price events is based on price levels. A low price event identifies hours
where the price is unusually low with respect to the historical distribution
of the corresponding zone, while high price and extreme price events identify
unusually high-price situations.

A second group of price events is based on hourly price variations. For
this purpose, the price difference between consecutive hours is computed.
A price spike event is activated when the hourly price increase is unusually
large, while a rapid price change event captures unusually large absolute
price variations regardless of direction. In addition, price ramp up and
price ramp down events distinguish between abrupt upward and downward
movements. Finally, a high volatility event is used to identify periods in
which the price series becomes unstable over a short temporal window, using
a rolling measure of price variability.

Event Source variable Criterion
low price price value below P10 price threshold
high price price value above P90 price threshold
price spike price value / price delta high price level or upward variation
extreme price price value upper-tail price threshold
rapid price change abs price delta above P95 variation threshold
price ramp up price delta above P95 upward threshold
price ramp down price delta below P05 downward threshold
high volatility rolling volatility 24h above P90 volatility threshold

Table 4.1: Price events defined in the market event framework.
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Volume events complement price events by describing market activity
within each bidding zone. In the Nord Pool dataset, buy volumes and sell
volumes provide information about the amount of electricity demanded and
offered in the market. Although these variables do not fully represent the
physical demand and generation of the power system, they provide useful
indicators of demand-side and supply-side behaviour in the day-ahead mar-
ket.

The first group of volume events is based on volume levels. A high de-
mand event is activated when the buy volume of a bidding zone is unusually
high compared with its historical behaviour, while a low demand event cap-
tures unusually low buy volume periods. Similarly, high generation and low
generation events are derived from sell volumes and indicate periods where
the amount of electricity offered in the market is unusually high or low.

The framework also includes simple volume indicators based on the rela-
tive difference between buy and sell volumes. A volume imbalance indicator
can be computed by comparing the difference between buy and sell volumes
with their total magnitude. This indicator is used to detect situations of
strong buy pressure or strong sell pressure, depending on whether demand-
side or supply-side activity dominates. In addition, dynamic volume events
can be defined from abrupt changes in buy or sell volumes between consec-
utive hours.

Overall, price and volume events provide a zone-based description of
market behaviour. Price events identify whether the resulting price be-
haviour is regular or abnormal, while volume events provide information
about unusual buy volume, sell volume or volume imbalance conditions.
Depending on the objective of each experiment, a subset of these events
may be selected for the common market event comparison.

Event Source variable Criterion
high demand buy volume value above P90 buy volume threshold
low demand buy volume value below P10 buy volume threshold
high generation sell volume value above P90 sell volume threshold
low generation sell volume value below P10 sell volume threshold
strong buy pressure volume imbalance above P90 imbalance threshold
strong sell pressure volume imbalance below P10 imbalance threshold
buy volume spike abs buy volume delta above P95 variation threshold
sell volume spike abs sell volume delta above P95 variation threshold

Table 4.2: Volume events defined in the market event framework.

Price events are summarised in Table 4.1, while volume events are sum-
marised in Table 4.2.
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4.4.3 Flow and capacity events

Flow and capacity events extend the market event framework towards the
interconnection dimension of the electricity market. While price and vol-
ume events are associated with individual bidding zones, flows and capac-
ities describe the relationship between connected zones. For this reason,
these events are especially useful for representing situations where the spa-
tial structure of the market may influence price formation.

Flow events are derived from the electricity exchanged between two bid-
ding zones. Since flows are directional, these events are defined at intercon-
nection level. A high flow event identifies periods where the absolute value
of the flow between two zones is unusually high, while a low flow event cap-
tures periods with unusually low exchange. In addition, a flow spike event is
used to detect abrupt changes in the flow value between consecutive hours.

Event Source variable Criterion
low flow abs flow value below P10 flow threshold
high flow abs flow value above P90 flow threshold
flow spike abs flow delta above P95 variation threshold

Table 4.3: Flow events defined in the market event framework.

Capacity events are derived from the available transmission capacity
between connected bidding zones. A low capacity event identifies periods
where the available capacity of an interconnection is unusually low, while a
high capacity event captures unusually high available capacity. Dynamic ca-
pacity events are also considered. A capacity spike identifies abrupt changes
in available capacity, while a capacity drop captures sudden decreases in
transmission capacity.

These events are relevant because flows and capacities provide informa-
tion about possible transmission limitations between bidding zones. Flow
events describe the use of interconnections, while capacity events describe
the available transmission limits. Together, they allow the framework to
identify simple interconnection-related situations that may influence price
formation.

Event Source variable Criterion
low capacity abs capacity value below P10 capacity threshold
high capacity abs capacity value above P90 capacity threshold
capacity spike abs capacity delta above P95 variation threshold
capacity drop capacity delta below P05 variation threshold

Table 4.4: Capacity events defined in the market event framework.
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4.5 Forecasting models

The experimental comparison considers several forecasting models with dif-
ferent levels of complexity. The objective is not to identify the best model in
absolute terms, but to evaluate whether the input representation affects fore-
casting performance across different modelling approaches. For this reason,
the same set of models is trained using the different training datasets derived
from the standard, rbaTheta-based and market event representations.

The first model considered is ARIMA, used as a classical statistical base-
line. This type of model relies on the temporal dependence of the target
variable and is commonly applied in time-series forecasting tasks. In this
work, it provides a reference based mainly on the historical evolution of
electricity prices. Since the event-based datasets may contain fewer training
samples than the full dataset, this baseline is also useful for evaluating how
a traditional time-series method behaves under a data-reduction setting.

In addition to the statistical baseline, several machine learning regression
models are evaluated. Linear Regression is included as a simple and inter-
pretable baseline, allowing the analysis of whether the input variables have
a direct linear relationship with the target price. Decision Tree is used as a
basic non-linear model capable of capturing threshold-based relationships in
the data. Random Forest extends this idea by combining multiple decision
trees, reducing the dependence on a single tree structure and improving ro-
bustness. Finally, XGBoost is included as a gradient boosting model, which
can capture more complex non-linear patterns in the training data.

This selection of models also makes it possible to analyse the effect
of event-based representations under different computational requirements.
ARIMA is evaluated as a statistical time-series baseline, using the selected
training series to generate forecasts for the test period. Depending on the
training size and model order, this approach can be more computationally
demanding than the machine learning models considered in this work. In
contrast, the machine learning models are trained once on the selected train-
ing dataset and then used to predict the complete test period, which results
in considerably shorter execution times. Therefore, comparing traditional
and machine learning models provides an additional perspective on whether
event-based representations are useful not only in terms of accuracy, but
also under different modelling and computational conditions.

All machine learning models are trained under the same supervised learn-
ing formulation described in Section 4.2. For each experiment, the models
are trained on the dataset associated with the selected representation, while
the target variable remains the one-hour-ahead electricity price. This com-
mon setup ensures that differences in performance can be compared across
representations and models.

By using both a statistical time-series baseline and several machine learn-
ing models, the methodology evaluates the effect of event-based representa-

16



tions from different perspectives. If a representation preserves competitive
performance across several model families while using fewer training obser-
vations, this suggests that the selected event-based timestamps retain useful
predictive information rather than being only adapted to a specific model.

4.6 Evaluation metrics

The evaluation of the forecasting models is based on the Root Mean Squared
Error (RMSE). This metric is used to compare the predictive performance
of the different input representations under the same forecasting task. In
this work, the objective is not only to minimize the forecasting error, but
also to analyse the relationship between forecasting performance and the
amount of training observations used by each representation

RMSE measures the average magnitude of the prediction error while
giving more weight to large errors. It is defined as:

RMSE =

√√√√ 1
n

n∑
i=1

(yi − ŷi)2

where yi is the observed electricity price, ŷi is the predicted price and n
is the number of observations in the test set. RMSE is useful in this context
because large forecasting errors are especially relevant in electricity price
prediction, where abrupt price changes and price spikes may occur. Since
the squared error penalizes larger deviations more strongly, RMSE allows
the evaluation to reflect whether a model fails during periods of high price
variability.

In addition to RMSE, the evaluation records the number of training
samples used by each representation. This is a central element of the anal-
ysis. The standard representation uses the full training dataset, while the
rbaTheta-based and market event representations may use a reduced subset
of timestamps selected according to their event definitions. Therefore, each
result is interpreted together with the amount of data used to obtain it.

For this reason, the results are reported using not only the forecasting
error, but also data-usage indicators such as the number of training samples,
the percentage of training data used and the percentage of data reduction.
This makes it possible to evaluate the trade-off between predictive accuracy
and data reduction. A representation is considered especially interesting if
it obtains competitive RMSE values while using substantially fewer training
observations than the full raw dataset.

The comparison is therefore based on the joint interpretation of fore-
casting error and data usage. Rather than analysing RMSE in isolation,
the methodology evaluates whether event-based representations can pre-
serve useful predictive information while reducing the number of training
observations required for model training.
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5 Implementation

The implementation was developed in Python and is available in the follow-
ing GitHub repository:

https://github.com/huugoox/tfg

5.1 Implementation pipeline

The implementation of this project follows a sequential pipeline that trans-
forms the Nord Pool market data into forecasting results. This process starts
from the structured database, where prices, volumes, flows and capacities
are stored, and continues with data loading, preprocessing and dataset con-
struction. After that, the different input representations are generated and
used to train the forecasting models. Finally, the predictions, evaluation
metrics and data-usage indicators are stored for later analysis.

Nord Pool SQLite database

Data loading

Data preprocessing

Input representation construction

Train/test dataset generation

Model training

Evaluation and result storage

Figure 5.1: General implementation pipeline used to execute the forecasting
experiments.
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5.2 Data storage and access

5.2.1 Database design

The project data were stored in a relational SQLite database composed
of two structural tables, Regions and BiddingZones, and four market data
tables: Prices, Volumes, Flows and Capacities. This structure separates
zone-level variables, such as prices and volumes, from interconnection-level
variables, such as flows and capacities.

Regions
PK region id

region name

BiddingZones
PK zone id

zone code
country

FK region id

Prices
PK price id

delivery day
hour
price value

FK zone id

Volumes
PK volume id

delivery day
hour
buy volume value
sell volume value

FK zone id

Flows
PK flow id

delivery day
hour
flow value

FK from zone id
FK to zone id

Capacities
PK capacity id

capacity code
delivery day
hour
capacity value

FK from zone id
FK to zone id

Figure 5.2: Entity-relationship diagram of the SQLite database used in the
project.

Prices and volumes are linked to individual bidding zones, while flows
and capacities are linked to directed pairs of zones through from zone id
and to zone id. The temporal reference in the market tables is defined by
delivery day and hour, which are later converted into a common datetime
representation during preprocessing.
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5.2.2 Database creation and population

After defining the database schema, the database creation and population
process was implemented as a separate pipeline. The schema file is used
to initialize the SQLite database, while a static insertion script adds the
regions and bidding zones considered in the project. After that, dedicated
loading scripts connect to the Nord Pool API and insert each type of market
data into the corresponding table.

thesis schema.sql

create database.py

insert static data.sql

thesis database.db

Nord Pool API

load prices api.py

load volumes api.py

load flows api.py

load capacities api.py

Figure 5.3: Pipeline used to create and populate the SQLite database.

The script create database.py creates the physical database file from the-
sis schema.sql. Then, insert static data.sql populates the structural tables
with the regions and bidding zones used in the project. Once these reference
tables exist, each loading script retrieves one type of market data from the
Nord Pool API and appends the resulting records to thesis database.db.
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5.3 Data preprocessing and dataset construction

Once the market data are stored in the SQLite database, the next step is to
transform the raw tables into datasets that can be used by the forecasting
models. This process is implemented in a modular Python pipeline that
separates database access, table loading, preprocessing, feature construction
and final dataset generation.

DatabaseManager

DataLoader

DataPreprocessor

FeatureEngineer

ModelDatasetBuilder

Forecasting dataset

Figure 5.4: Modular data preprocessing and dataset construction pipeline.

The DatabaseManager handles the connection to the SQLite database,
while the DataLoader retrieves the required tables. The DataPreprocessor
converts the delivery day and hour fields into a common datetime index,
filters the selected zones and dates, and removes incomplete records when
required. The FeatureEngineer adds optional time features, lagged variables
and the forecasting target. Finally, the ModelDatasetBuilder coordinates
these steps and returns the dataset used by the forecasting models.

This implementation makes it possible to generate different datasets from
the same database by changing only the selected zone, time period, input
variables, lag configuration or forecasting horizon. In this work, the target
is created by shifting the price series one hour ahead, so that the input
information at time t is associated with the observed price at time t + 1.
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5.4 Input representation construction

5.4.1 Standard representation

The standard representation corresponds to the direct use of the available
market variables as model inputs. In this configuration, the dataset is built
from the preprocessed database tables without transforming the observa-
tions into event indicators. Therefore, the model receives the numerical
values of the selected variables, such as electricity prices, optional lagged
prices, time features and additional market variables when included.

This representation is generated using the same dataset construction
pipeline described in the previous section. The ModelDatasetBuilder loads
the required data, filters the selected bidding zone and time period, adds the
requested features and constructs the one-hour-ahead target. As a result,
the standard representation acts as the full-data baseline against which the
event-based representations are compared.

5.4.2 rbaTheta-based representation

The rbaTheta-based representation is used as an automatic event-based
reference representation. Unlike the proposed own event representation,
which relies on market-specific rules and calibrated thresholds, rbaTheta
detects relevant behavioural changes directly from the temporal structure
of each time series [8, 9]. In this work, it is used as a data-driven baseline
to compare the proposed market-informed event selection with an auto-
matic event extraction method. The construction process is shown in Fig-
ure 5.5. First, the selected Nord Pool series are exported from the SQLite
database using export rbatheta input.py. Each exported file contains
two columns, datetime and value, and corresponds to one market variable.
Prices and volumes are exported at bidding-zone level, while flows and ca-
pacities are exported for directed interconnections. Each exported time
series is then processed individually using the rbaTheta workflow through
main agentic.py. The resulting rbaTheta outputs are post-processed with
extract rbatheta events common.py, which extracts the detected signif-
icant and stationary events and maps their start and end indices to the
corresponding datetimes and values. Since the forecasting experiment is per-
formed at hourly resolution, the detected event intervals are converted into
hourly event observations using build rbatheta event mask common.py.
All hours between the start and end of an event are marked as rbaTheta
event hours. Finally, the event hours associated with each bidding zone are
aggregated, duplicate timestamps are removed, and the resulting mask is
used to filter the full 2023 training dataset. Therefore, the rbaTheta repre-
sentation uses the same input features as the full dataset, but only for the
timestamps selected by the automatic event extraction process.
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Nord Pool SQLite database

Series export for rbaTheta
export rbatheta input.py

Individual rbaTheta execution
main agentic.py

Event interval extraction
extract rbatheta events common.py

Hourly event mask construction
build rbatheta event mask common.py

Zone-level event aggregation
Notebook / experiment pipeline

rbaTheta-based training dataset

Figure 5.5: Pipeline used to extract and construct the rbaTheta-based event
representation.

Aspect Setting

Input source Nord Pool SQLite database
Input year 2023 training year
Input variables Prices, buy volumes, sell volumes, flows and capacities
Temporal resolution Hourly
Input format Excel files with datetime and value columns
Execution One rbaTheta execution per exported time series
Extracted events Significant and stationary rbaTheta events
Hourly mask All hours between event start and event end are se-

lected
Aggregation A timestamp is selected if at least one associated rba-

Theta event is active
Final dataset Full 2023 training dataset filtered by the rbaTheta

event mask

Table 5.1: Processing settings used to construct the rbaTheta-based repre-
sentation.
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5.4.3 Market event representation

Preprocessed market data

SimpleEventDetector

Price, volume, flow and capacity events

Binary event representation

Figure 5.6: Market event representation construction pipeline.

5.5 Training and evaluation pipeline

Before running the final experiment, a pre-experimental analysis is per-
formed to select the bidding zones used in the evaluation. This analysis
compares the historical volatility of the Norwegian bidding zones, allowing
the experiment to include zones with different price dynamics instead of
selecting them arbitrarily.

The final experiment follows the same training and evaluation pipeline
for all configurations. The selected bidding zones are NO2 and NO4, rep-
resenting respectively a high-volatility and a low-volatility Norwegian zone
according to the preliminary volatility analysis.

The pipeline starts from the SQLite database, where prices, volumes,
flows and capacities are stored. The selected data are then loaded and
transformed into a modelling dataset with a common datetime index, time-
based features and the one-hour-ahead target variable. After that, the data
are divided into calibration, training and test periods.

Once the temporal split has been defined, the three input representations
are constructed: the full dataset, the rbaTheta-based event dataset and the
proposed market event dataset. For each representation, the number of
raw market values required to construct the training dataset is recorded.
The forecasting models are then trained and evaluated using RMSE as the
common metric.

The final output of the pipeline is a set of tables, predictions and figures
that relate forecasting performance to data usage.
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Pre-experimental zone analysis
Volatility comparison across Norwegian bidding zones

SQLite database
Prices, volumes, flows and capacities

Load data for selected zones and periods

Build modelling dataset
Datetime index, time features and one-hour-ahead target

Split into calibration, training and test periods

Build input representations
Full dataset, rbaTheta events and own events

Count raw values used by each representation

Train forecasting models

Evaluate predictions
RMSE and data usage

Save tables, predictions and plots

Figure 5.7: Training and evaluation pipeline used in the final experiment.
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5.6 Experimental setup

This section describes the experimental setup used to ensure that all in-
put representations are compared under the same conditions. The experi-
ments are performed for the Norwegian bidding zones NO2 and NO4, which
were selected from the preliminary volatility analysis as representative high-
volatility and low-volatility zones.

The proposed market event representation is evaluated using three cal-
ibration periods: 2020, 2020–2021 and 2020–2022. These periods are used
only to estimate the thresholds required to define the market events. Once
the thresholds have been computed, they are frozen and applied to the 2023
training period. In this way, the calibration stage, the training stage and
the evaluation stage remain separated.

For all configurations, the training period corresponds to the full year
2023. The models are evaluated on five independent test weeks from 2024,
corresponding to January, April, June, September and December. The fore-
casting task is defined as a supervised one-hour-ahead prediction problem,
where the market information available at time t is used to predict the elec-
tricity price at time t + 1.

The same train/test structure, forecasting horizon and evaluation met-
ric are used for all input representations. The full dataset uses all available
training observations, while the rbaTheta and own event representations
use only the timestamps selected by their respective event detection pro-
cedures. This makes it possible to compare the forecasting performance of
each representation under a common experimental protocol.

The preprocessing pipeline consists of loading prices, volumes, flows and
capacities from the SQLite database, converting the delivery day and hour
fields into a common datetime index, filtering the selected bidding zones
and time periods, merging the required market variables, adding time-based
features and constructing the one-hour-ahead target variable. Incomplete
input-target pairs are removed before training.

The implementation is developed in Python. The main libraries used are
pandas and NumPy for data manipulation, scikit-learn for Linear Regres-
sion, Decision Tree and Random Forest, statsmodels for ARIMA, XGBoost
for the gradient boosting model, SQLite for data storage and matplotlib for
figure generation.

For the proposed own event representation, event thresholds are com-
puted from the calibration period using empirical quantiles of prices, vol-
umes, flows, capacities and their hourly variations. After the calibration
stage, these thresholds are fixed and applied to the training period to select
the timestamps associated with relevant market situations.

For the rbaTheta representation, the corresponding time series are ex-
ported from the database and processed using the rbaTheta workflow. The
detected event intervals are converted into an hourly event mask, which is

26



then used to select the timestamps included in the rbaTheta-based training
dataset.

For each configuration, the stored outputs include the RMSE, the num-
ber of training samples, the total number of raw market values used and
the corresponding data reduction percentage. The final results are averaged
across the five independent test weeks.

Table 5.2 summarises the configuration used for each forecasting model.
These hyperparameters were kept fixed across all zones, input representa-
tions and test weeks to ensure a fair comparison.

Model Hyperparameters

Linear Regression Default scikit-learn configuration.
Decision Tree random state = 42.
Random Forest n estimators = 200, random state = 42, n jobs = -1.
XGBoost n estimators = 200, learning rate = 0.05, max depth =

4, subsample = 0.9, colsample bytree = 0.9, objective
= reg:squarederror, random state = 42, n jobs = -1.

ARIMA Order (1, 0, 1).

Table 5.2: Hyperparameters used for the forecasting models.

5.7 Reproducibility and computational environment

The implementation was organised to improve reproducibility and to make
the experimental pipeline easier to execute, inspect and extend. The final
version of the project is available in a public GitHub repository, where the
main branch contains the latest version of the thesis implementation with
the relevant development branches merged. The repository includes the
source code, data processing scripts, event extraction modules, experiment
notebooks, result tables, generated figures and documentation files required
to understand and reproduce the workflow.

The final version of the repository was tagged as release v1.0.0. A
README.md file describes the project structure, installation steps, execution
instructions and the main outputs generated by the experiments. In addi-
tion, a requirements.txt file is included to specify the Python dependen-
cies used in the implementation.

A Docker configuration was considered as an additional reproducibility
improvement, but the final execution was performed using the local Python
environment described in Table 5.3. The main package versions used in the
experiments are summarised in Table 5.4.
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Component Specification

Operating system Windows 10
Python version Python 3.12.2
Processor Intel64 Family 6 Model 140 Stepping 1, GenuineIntel
Architecture AMD64
Memory 15.75 GB RAM
CPU 4 cores / 8 threads
GPU Not used
Database engine SQLite
Repository release v1.0.0

Table 5.3: Computational environment used to execute the experiments.

Package Version

pandas 3.0.2
numpy 2.4.4
scikit-learn 1.8.0
statsmodels 0.14.6
xgboost 3.2.0
matplotlib 3.10.7
openpyxl 3.1.5

Table 5.4: Main Python packages used in the implementation.
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6 Results

The tables and figures in this chapter were generated from the outputs
available in the results branch.

6.1 Zone selection based on volatility

Before running the final experiment, a pre-experimental analysis was carried
out to select the Norwegian bidding zones used in the evaluation. The
objective of this step was to avoid choosing the zones arbitrarily and to
ensure that the experiment included different price dynamics.

For this purpose, the historical hourly price distribution of the five Nor-
wegian bidding zones was analysed. Table 6.1 shows the main descriptive
statistics for each zone, including the mean price, standard deviation, mini-
mum, median and maximum price. The standard deviation was used as the
main criterion to measure price volatility.

Zone Mean price Std. dev. Min price Median price Max price

NO1 78.72 87.11 -61.84 54.30 799.97
NO2 86.66 94.75 -61.84 59.73 844.00
NO3 32.69 40.06 -10.06 21.95 590.00
NO4 25.14 28.21 -10.06 19.12 504.80
NO5 78.70 86.55 -12.99 54.47 799.97

Table 6.1: Historical price statistics for the Norwegian bidding zones.

Based on the standard deviation criterion, NO2 and NO4 were selected
for the final experiment, representing respectively the most volatile and the
most stable Norwegian bidding zones.

Figure 6.1: Hourly price standard deviation by Norwegian bidding zone.
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6.2 Effect of the calibration period

The calibration period determines the thresholds used to detect the pro-
posed market events. In this experiment, three calibration windows are
compared in order to analyse whether using fewer historical years to define
these thresholds is sufficient, or whether longer calibration periods lead to
more stable event detection. Therefore, this analysis is related not only to
the number of events selected during training, but also to the amount of
historical data required to build the event representation.

In this section, the analysis focuses only on the proposed market event
representation, since it is the representation directly affected by the cali-
bration period. The standard dataset does not depend on calibration, as
it always uses all available observations. The rbaTheta representation is
analysed later together with the other input representations.

Table 6.2 shows the amount of raw data used by the market event rep-
resentation for the three calibration periods considered in the experiment.

Zone Calibration period Raw values Used (%) Reduction (%)

NO2 2020 27973 42.16 57.84
NO2 2020–2021 23435 35.32 64.68
NO2 2020–2022 14967 22.56 77.44

NO4 2020 39953 33.49 66.51
NO4 2020–2021 32829 27.52 72.48
NO4 2020–2022 31964 26.79 73.21

Table 6.2: Effect of the calibration period on the proposed market event
representation.

The results show that the proposed market event representation is sen-
sitive to the calibration period. In NO2, extending the calibration window
makes the event selection more restrictive: the percentage of raw values
used decreases from 42.16% with the 2020 calibration to 35.32% with the
2020–2021 calibration and 22.56% with the 2020–2022 calibration.

A similar pattern is observed in NO4, although the variation is smaller.
The percentage of raw values used decreases from 33.49% with the 2020
calibration to 27.52% with the 2020–2021 calibration and 26.79% with the
2020–2022 calibration.

These differences show that the calibration period has a direct impact on
how selective the proposed event detection process becomes. The following
sections analyse whether the configurations based on shorter calibration pe-
riods, which require fewer historical years to define the thresholds, can still
obtain competitive forecasting results when compared with configurations
based on longer calibration windows.
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6.3 Representation impact across forecasting mod-
els

The forecasting performance was also analysed separately for each model
in order to evaluate whether the effect of the input representation depends
on the forecasting algorithm. Tables 6.3 and 6.4 show the average RMSE
obtained for each model and input representation.

Model Full dataset rbaTheta Own 2020 Own 2020–2021 Own 2020–2022

ARIMA 40.14 39.77 40.14 40.16 39.81
Decision Tree 16.15 17.60 16.15 16.59 17.23
Linear Regression 12.18 12.15 12.18 12.19 12.25
Random Forest 12.06 12.24 12.06 12.17 12.11
XGBoost 11.39 11.44 11.39 11.40 11.48

Table 6.3: Average RMSE by forecasting model and input representation for
NO2.

Model Full dataset rbaTheta Own 2020 Own 2020–2021 Own 2020–2022

ARIMA 16.96 23.71 16.96 16.97 16.96
Decision Tree 6.72 8.23 6.66 6.63 6.49
Linear Regression 2.86 3.05 2.86 2.86 2.87
Random Forest 3.84 5.49 3.86 3.97 3.99
XGBoost 3.71 8.06 3.73 3.68 3.52

Table 6.4: Average RMSE by forecasting model and input representation for
NO4.

The results show that the proposed own event representation preserves
most of the predictive performance of the full dataset across the evaluated
models. This is especially relevant because the own event datasets use sub-
stantially fewer raw values than the full representation. Therefore, the main
advantage of the proposed representation is not always a direct reduction in
RMSE, but its ability to maintain similar forecasting accuracy with a more
compact training dataset.

Random Forest does not clearly improve its RMSE when using the pro-
posed event representation, but it remains very close to the full dataset
while using fewer raw values. In NO2, Random Forest obtains an RMSE of
12.06 with the full dataset and values between 12.06 and 12.17 with the own
event representations. In NO4, the RMSE increases only slightly, from 3.84
with the full dataset to values between 3.86 and 3.99 with the own event
representations. Therefore, Random Forest benefits mainly in terms of data
efficiency rather than in terms of absolute forecasting accuracy.

ARIMA shows a different behaviour. Since it is mainly based on the
temporal structure of the price series, it does not benefit strongly from
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the additional market-informed event selection. In NO2, ARIMA remains
almost unchanged across the full dataset and the own event representations.
In NO4, ARIMA also remains stable with the own event representation, but
it degrades clearly under the rbaTheta representation, increasing from 16.96
with the full dataset to 23.71 with rbaTheta. This indicates that ARIMA is
not especially improved by the proposed representation, although the own
event selection does not introduce a relevant degradation.

XGBoost reacts more positively to the proposed own event representa-
tion. In NO2, its RMSE remains almost identical to the full dataset, with
only minor changes across the different calibration periods. In NO4, XG-
Boost improves from 3.71 with the full dataset to 3.52 with the own event
representation calibrated on 2020–2022. This suggests that XGBoost is able
to exploit the market-informed event selection better than the generic rba-
Theta abstraction, especially in the less volatile zone.

Overall, the models that benefit the most from the proposed represen-
tation are the tree-based non-linear models, especially Decision Tree and
XGBoost in NO4. Decision Tree improves from 6.72 with the full dataset
to 6.49 with the own 2020–2022 calibration, while XGBoost improves from
3.71 to 3.52. These results suggest that threshold-based event selection is
particularly compatible with models that can exploit non-linear and regime-
dependent patterns. In contrast, Linear Regression and Random Forest
mainly preserve their performance, while ARIMA shows limited benefit from
the proposed representation.

The comparison with rbaTheta also highlights the importance of the
type of event representation used. Although rbaTheta produces a stronger
reduction in raw data usage in some configurations, it can lead to larger
forecasting degradation, especially in NO4. The proposed own event repre-
sentation provides a more balanced behaviour because the selected times-
tamps are directly related to market conditions such as price levels, price
changes, volume pressure, flows and capacity constraints.

In summary, Random Forest benefits mainly from data reduction rather
than from lower RMSE. ARIMA remains stable with the proposed own event
representation, but it degrades under the rbaTheta representation in NO4.
The clearest benefits are obtained by Decision Tree and XGBoost, especially
in NO4, where the own event representation improves the RMSE obtained
with the full dataset.
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6.4 Forecasting performance versus data usage

The previous section showed how each forecasting model performs under the
different input representations. This section analyses the same results from
a data-efficiency perspective, comparing the average RMSE across the five
test weeks with the total number of raw market values required to construct
each dataset.

Table 6.5 summarises the results for the two selected zones. The table
includes the full dataset, the rbaTheta-based event representation and the
proposed market event representation under the three calibration periods.

Zone Calibration Dataset Raw values Reduction (%) RMSE

NO2 – Full dataset 66346 0.00 18.38
NO2 – rbaTheta events 14896 77.55 18.64
NO2 2020 Own events 27973 57.84 18.38
NO2 2020–2021 Own events 23435 64.68 18.50
NO2 2020–2022 Own events 14967 77.44 18.57

NO4 – Full dataset 119313 0.00 6.81
NO4 – rbaTheta events 10991 90.79 9.70
NO4 2020 Own events 39953 66.51 6.81
NO4 2020–2021 Own events 32829 72.48 6.82
NO4 2020–2022 Own events 31964 73.21 6.76

Table 6.5: Average RMSE and raw data usage by zone, calibration period
and input representation.

The results show that the proposed market event representation provides
a strong trade-off between data reduction and forecasting performance. In
both zones, the own event datasets obtain RMSE values very close to the
full dataset while using substantially fewer raw values.

For NO2, the calibration period has a visible effect on the amount of data
used. When the market events are calibrated using only 2020, the RMSE is
identical to the full dataset, with a value of 18.38, while reducing the amount
of raw data by 57.84%. Longer calibration periods become more restrictive:
the 2020–2021 calibration reduces the raw data by 64.68%, and the 2020–
2022 calibration reaches a reduction of 77.44%. However, this additional
reduction comes with a slight increase in RMSE. This suggests that, in a
more volatile zone such as NO2, longer calibration periods produce more
selective thresholds, but the reduction in data usage involves a small loss in
predictive accuracy.
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Figure 6.2: Average RMSE versus total raw values used for NO2.

For NO4, the behaviour is different. The proposed market event repre-
sentation achieves almost the same RMSE as the full dataset for all cali-
bration periods, while reducing the amount of raw data by 66.51%, 72.48%
and 73.21%, respectively. The differences between the three calibrations are
smaller than in NO2, which is consistent with the lower volatility of this
zone. The main reduction occurs when moving from the 2020 calibration
to the 2020–2021 calibration, while adding 2022 only produces a small ad-
ditional reduction. This may indicate that the inclusion of 2021 already
captures most of the relevant change in price behaviour needed to define
more stable thresholds.

Figure 6.3: Average RMSE versus total raw values used for NO4.
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The rbaTheta representation is the most restrictive in terms of raw data
usage, especially in NO4, where it reduces the amount of raw data by 90.79%.
However, this stronger reduction is associated with a clear degradation in
forecasting performance. In NO2, rbaTheta obtains an RMSE of 18.64,
slightly worse than the full dataset and the own event configurations. In
NO4, the difference is much larger, with an RMSE of 9.70 compared with
6.818 for the full dataset.

Overall, the results support the main idea of the experiment: event-
based input representations can reduce the amount of raw market data used
for training while maintaining competitive forecasting accuracy. Among the
evaluated representations, the proposed market event approach gives the
most balanced result. It achieves large data reductions in both zones while
keeping the RMSE close to the full dataset, whereas rbaTheta uses fewer
raw values but loses more predictive performance.

6.5 Statistical validation

To assess the stability of the results, the RMSE values obtained across the
five independent test weeks were used as repeated evaluation samples. For
each zone, calibration period and input representation, the mean RMSE,
standard deviation and 95% confidence interval were computed across the
five test weeks.

The 95% confidence interval was calculated as a margin around the mean
RMSE:

CI95% = t0.975,n−1
s√
n

where s is the standard deviation and n = 5 is the number of test weeks.
Therefore, the confidence interval can be interpreted as x̄ ± CI95%, where x̄
is the mean RMSE.

Table 6.6 summarises the statistical validation results. The own event
representation obtains RMSE values close to the full dataset in both zones,
while using substantially fewer raw market values. In NO2, the confidence
intervals of the full dataset and the own event configurations strongly over-
lap, indicating that the small differences in RMSE should be interpreted with
caution. In NO4, the own event representation also remains close to the full
dataset and even obtains a slightly lower mean RMSE for the 2020–2022
calibration.
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Zone Dataset Raw values Mean RMSE Std 95% CI

NO2 Full 66346 18.383 5.169 ± 6.418
NO2 Own 2020 27973 18.383 5.169 ± 6.418
NO2 Own 20–21 23435 18.502 5.206 ± 6.464
NO2 Own 20–22 14967 18.575 5.386 ± 6.688
NO2 rbaTheta 14896 18.640 5.588 ± 6.938

NO4 Full 119313 6.819 4.106 ± 5.099
NO4 Own 2020 39953 6.814 4.125 ± 5.122
NO4 Own 20–21 32829 6.821 3.945 ± 4.899
NO4 Own 20–22 31964 6.764 3.932 ± 4.882
NO4 rbaTheta 10991 9.707 4.593 ± 5.704

Table 6.6: Statistical validation of RMSE across the five test weeks. The
95% confidence interval is reported as the margin around the mean RMSE.

In addition, a Wilcoxon signed-rank test was applied to compare the
weekly RMSE values of each event-based representation against the full
dataset. This non-parametric paired test was selected because the number
of test weeks is small and normality cannot be assumed.

The Wilcoxon results do not show statistically significant differences at
the 5% level between the own event representation and the full dataset.
This supports the interpretation that the proposed representation reduces
the amount of raw data used for training without introducing a statistically
significant degradation in forecasting performance. For rbaTheta in NO4,
the p-value is 0.0625, which suggests a stronger difference with respect to
the full dataset, although it remains slightly above the conventional 5%
significance threshold.

Overall, the statistical validation reinforces the main conclusion of the
experiment: the proposed own event representation achieves a substantial
reduction in raw data usage while maintaining forecasting performance com-
parable to the full dataset across the evaluated test weeks.
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7 Discussion

The results show that the usefulness of the proposed market event represen-
tation should not be evaluated only from the perspective of the final training
dataset, but also by considering the amount of historical data required to
define the event criteria. Longer calibration periods use more historical in-
formation to estimate the event thresholds, but they can also produce more
selective event definitions and therefore reduce the amount of raw data used
during training.

This trade-off is especially visible in NO2. When the calibration pe-
riod is extended from 2020 to 2020–2022, the percentage of raw values used
by the own event representation decreases substantially, from 42.16% to
22.56%. However, this stronger reduction is accompanied by a small in-
crease in RMSE. This suggests that, in a volatile zone, using more years for
calibration can make the event detection process more stable and selective,
but it may also discard some observations that still contain useful predictive
information.

In NO4, the effect is less pronounced. The reduction in raw values also
improves when using longer calibration periods, but the difference between
the 2020–2021 and 2020–2022 calibrations is small. At the same time, the
RMSE remains very close to the full dataset in all cases. This indicates
that, in a more stable zone, adding more calibration years may have limited
additional benefit once the main price behaviour has already been captured.

7.1 Contribution of event categories to the pro-
posed representation

The previous results suggest that the proposed method works because it
does not reduce the training data randomly. Instead, it selects observations
associated with different categories of market events. To analyse this aspect
more explicitly, Table 7.1 reports the contribution of price, volume, flow and
capacity events to the selected own-event training hours.

Zone Calibration Selected hours Price (%) Volume (%) Flow (%) Capacity (%)

NO2 2020 8758 99.97 75.02 75.29 13.50
NO2 2020–2021 8526 75.55 69.67 70.42 17.19
NO2 2020–2022 6928 27.89 75.39 56.81 21.16
NO4 2020 8753 98.47 70.34 49.25 75.47
NO4 2020–2021 8464 53.73 68.35 20.50 78.21
NO4 2020–2022 8370 47.06 67.16 23.81 79.09

Table 7.1: Contribution of each event category to the selected own-event
training hours. Percentages are not mutually exclusive because several event
categories can be active at the same timestamp.
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The percentages in Table 7.1 are not mutually exclusive, since more
than one event category can be active at the same timestamp. Therefore,
they should be interpreted as the proportion of selected own-event hours in
which each category participates, rather than as a decomposition that sums
to 100%. This analysis measures the participation of each event category
in the construction of the own-event dataset. It should not be interpreted
as a direct causal measure of the individual impact of each category on the
forecasting error, since the final representation is built from the union and
overlap of all event categories.

The results show that price events are highly relevant, especially when
the calibration period is shorter. In both zones, the 2020 calibration selects
almost all own-event hours through price-related conditions, with contribu-
tions of 99.97% in NO2 and 98.47% in NO4. This indicates that abnormal
price levels, rapid price changes and high-volatility periods dominate the
event selection when the thresholds are calibrated using only one historical
year.

However, the contribution of price events decreases when the calibration
period is extended. This effect is particularly visible in NO2, where the
price event contribution decreases from 99.97% with the 2020 calibration to
27.89% with the 2020–2022 calibration. This suggests that longer calibration
periods make price thresholds more selective, reducing the dominance of
price-only events and increasing the relative importance of other market
dimensions.

Volume events provide a consistently high contribution in both zones.
Their contribution remains around 70–75% in NO2 and 67–70% in NO4.
This indicates that unusual buy and sell volume conditions are a stable
component of the proposed representation. These events help connect the
selected timestamps with market activity and support the hypothesis that
relevant forecasting information is not only contained in the price series
itself.

Flow and capacity events show different behaviours depending on the
bidding zone. In NO2, flow events contribute substantially, especially with
the 2020 and 2020–2021 calibrations, where they appear in more than 70%
of selected hours. In NO4, capacity events are more dominant, contribut-
ing around 75–79% of selected hours across all calibration periods. This
suggests that interconnection-related conditions are important in the event
representation, but their role depends on the structural characteristics of
each zone.

The category contribution analysis therefore supports the interpretation
that the own event representation is not a purely price-based filter. Instead,
it combines different types of market information: price events capture di-
rect abnormal price behaviour, volume events capture local market activ-
ity, flow events capture inter-zonal exchanges, and capacity events capture
transmission-related constraints.
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The proposed event selection can also be interpreted as a simple form of
market regime identification. The detected events do not only represent iso-
lated anomalies, but also periods in which the market may be operating un-
der different conditions from its usual behaviour. For example, price spikes,
high-volatility periods, unusual buy or sell volumes, strong inter-zonal flows
or reduced transmission capacities may reflect stressed or structurally dif-
ferent market situations. By selecting these observations, the models are
trained on periods where the relationship between market variables and fu-
ture prices may be more informative.

The comparison with rbaTheta reinforces the importance of market-
informed event definitions. The rbaTheta representation achieves a stronger
reduction in raw data usage, especially in NO4, but this reduction is associ-
ated with a larger loss of predictive performance. This suggests that not all
automatically detected temporal changes are equally useful for the electricity
price forecasting task. In contrast, the proposed own event representation
selects events that are directly related to price formation mechanisms, such
as price behaviour, volume conditions and interconnection constraints.

Therefore, the choice of calibration period introduces an additional trade-
off in the proposed approach. A shorter calibration period requires less
historical data to define the event thresholds, but it may lead to a less se-
lective event representation and therefore use more data during training. A
longer calibration period requires more data at the calibration stage, but it
can reduce the amount of data needed later by selecting fewer event-based
observations. The most interesting configuration is therefore not necessar-
ily the one that uses the fewest training values, but the one that provides
the best balance between calibration cost, data reduction and forecasting
accuracy.

Overall, the results suggest that event-based representations can be use-
ful when the objective is to reduce the amount of market data used for
model training while preserving competitive forecasting performance. The
proposed method appears to work because it selects observations associated
with informative market conditions rather than simply compressing the time
series. However, the calibration period should be selected carefully, since its
effect depends on the volatility and stability of the bidding zone being anal-
ysed.

7.2 Market variables, forecasting horizon and sea-
sonal behaviour

The results should also be interpreted in relation to the market variables
used in the experiment. The selected Nord Pool variables describe different
dimensions of the day-ahead market. Prices represent the target market
outcome, buy and sell volumes provide information about market activity
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within each bidding zone, and flows and capacities describe the interconnec-
tion conditions between zones. Therefore, the selected variables are relevant
for the proposed event-based representation, since the category contribution
analysis shows that price, volume, flow and capacity events all participate
in the final event selection, although with different importance depending
on the zone and calibration period.

However, these variables do not fully describe all the factors that influ-
ence electricity prices. Important external drivers such as weather condi-
tions, renewable generation, hydro reservoir levels, fuel prices, demand fore-
casts, generation forecasts or outage information are not included in the final
dataset. This means that the event-based representations are constructed
only from observed market outcomes and interconnection variables. As a re-
sult, the proposed method can identify relevant market situations from the
available data, but it cannot explicitly capture the external causes behind
those situations.

The one-hour-ahead forecasting horizon is appropriate for this work be-
cause it is consistent with the hourly resolution of the Nord Pool dataset and
focuses on short-term market dynamics. This horizon is especially suitable
for evaluating whether event-based data selection can preserve information
about abrupt price changes, high-volatility periods or transmission-related
conditions that may affect the immediate next price.

For longer forecasting horizons, the relevance of the selected variables
could change. While prices, volumes, flows and capacities may still pro-
vide useful information, longer horizons would probably require additional
explanatory variables related to expected demand, renewable production,
weather conditions or system availability. Therefore, the conclusions of this
work should be interpreted mainly in the context of short-term one-hour-
ahead forecasting.

Finally, the use of five test weeks distributed across different periods of
2024 provides an initial way to evaluate the behaviour of the representations
under different seasonal conditions. However, this does not fully replace a
complete seasonal analysis. Electricity price behaviour can vary significantly
between winter, spring, summer and autumn due to changes in demand,
hydrological conditions, renewable production and interconnection usage.
A full-year rolling evaluation would be needed to analyse seasonal effects
more comprehensively.

7.3 Transferability of the proposed approach

The proposed methodology is not specific to NO2 and NO4. Although these
two bidding zones are used in the final experiment, the event definition
process can be transferred to other Nord Pool bidding zones as long as the
same type of market data is available. The method only requires historical
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prices, volumes, flows and capacities to calibrate the event thresholds and
then apply them to the training period.

The approach could also be adapted to other electricity markets with
hourly or sub-hourly data. However, the event definitions would need to be
recalibrated for each market, since price dynamics, interconnection struc-
tures, demand patterns and generation mixes may differ significantly across
regions. For this reason, the threshold values should not be transferred di-
rectly from one market to another. What is transferable is the methodology:
defining market-informed events, calibrating them on historical data, freez-
ing the thresholds and using the selected event timestamps to construct a
reduced training dataset.

The results obtained for NO2 and NO4 suggest that the method may be
especially useful in markets where relevant price dynamics are concentrated
around specific situations, such as price spikes, high-volatility periods, un-
usual volume conditions or transmission constraints. In more stable markets,
the method may help reduce redundant observations, while in more volatile
markets the calibration period becomes more important to avoid discarding
useful information.

Beyond electricity price forecasting, the same idea could be applied to
other time series problems where the objective is to reduce the amount of
training data while preserving informative observations. In these cases, the
event definitions would need to be adapted to the domain, but the general
principle of selecting meaningful event-based observations instead of using
the full time series would remain applicable.
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8 Limitations

Although the results show that event-based market representations can re-
duce the amount of raw data used for training while preserving competitive
forecasting performance, several limitations should be considered.

First, the final evaluation is limited to two Norwegian bidding zones,
NO2 and NO4. These zones were selected because they represent different
volatility levels, but they do not cover the full diversity of behaviour across
all Nord Pool bidding zones. Therefore, the conclusions should be inter-
preted as evidence from two representative cases rather than as a complete
validation of the whole market.

Second, the forecasting task is restricted to one-hour-ahead electricity
price prediction. This horizon is useful for analysing short-term market
dynamics, but the results do not directly show whether the same event-based
representations would perform equally well for longer forecasting horizons.

Third, the dataset only includes market variables available from Nord
Pool, namely prices, buy and sell volumes, flows and capacities. These
variables describe market outcomes and interconnection conditions, but they
do not include other relevant drivers of electricity prices, such as weather
conditions, renewable generation, hydro reservoir levels, fuel prices, demand
forecasts, generation forecasts or outage information.

Fourth, the proposed own event representation is based on threshold-
based rules. These rules are interpretable and easy to apply, but they may
not capture more complex interactions between variables. Combined events
were considered as part of the broader framework, but they were not included
in the final experimental comparison.

Fifth, the rbaTheta representation is used as an automatic event-based
baseline, but it is not extensively tuned in this thesis. The objective is to
compare the proposed market-informed event selection with an automatic
event extraction approach, not to optimise rbaTheta itself.

Finally, the evaluation is performed on five independent test weeks from
2024. These weeks cover different seasonal periods, but they still represent
a limited subset of the year. A larger rolling evaluation or a full-year test
set could provide a more robust assessment of the stability of the results.
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9 Conclusions

This work has addressed one-hour-ahead electricity price forecasting from
the perspective of data representation. The main objective was not to pro-
pose a new forecasting model, but to analyse whether the same electricity
market information can be organised in different ways and still provide useful
predictive information for short-term forecasting.

To achieve this objective, a complete Nord Pool-based dataset was con-
structed and processed, including prices, volumes, flows and capacities.
From this dataset, different training representations were derived and eval-
uated under a common experimental framework, comparing the full raw
dataset with event-based alternatives built from relevant market situations.

The main conclusion of this thesis is that data representation has a
relevant impact on the forecasting process. Electricity markets generate
large amounts of information, but not all observations necessarily contribute
equally to a given prediction task. The results suggest that selecting obser-
vations associated with meaningful market conditions can preserve a signif-
icant part of the predictive information contained in the original dataset,
while producing a more compact training representation.

This idea is especially important in data-intensive domains such as elec-
tricity markets, where access to detailed historical data may involve techni-
cal, economic and preprocessing costs. Although using more data is often
assumed to be preferable, this work shows that analysing the structure and
behaviour of the available data can also be a valuable strategy.

The event-based approach proposed in this thesis also contributes to
interpretability. Instead of treating the market only as a sequence of numer-
ical observations, the methodology identifies situations related to market
behaviour, such as abnormal prices, variations in volume, changes in flows
or capacity-related conditions.

The statistical validation across the five independent test weeks also
supports this conclusion. The proposed own event representation did not
show a statistically significant degradation with respect to the full dataset,
while achieving a substantial reduction in raw data usage. This reinforces the
idea that the selected event-based observations preserve relevant forecasting
information.

Overall, the thesis supports the idea that effective forecasting is not
only a matter of increasing model complexity or data volume. The way in
which data are selected, represented and interpreted can also play a central
role. In this sense, the work provides evidence that market-informed event-
based representations are a promising direction for building more compact,
interpretable and data-efficient forecasting pipelines.
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10 Future Work

Another possible extension of this work would be to exploit the graph struc-
ture of the electricity market more explicitly. The Nord Pool market can be
naturally interpreted as a network, where bidding zones are represented as
nodes and interconnections between zones are represented as edges. Under
this formulation, node attributes could include prices, buy and sell volumes,
as well as the corresponding price and volume events. Edge attributes could
include cross-border flows, transmission capacities and the associated flow
and capacity events.

This representation would make it possible to analyse the market not
only as a collection of independent time series, but as a spatially connected
system. In particular, Graph Neural Networks could be used to model how
information propagates between neighbouring bidding zones through inter-
connections. This could be especially relevant in situations where transmis-
sion constraints, high flows or capacity reductions in one part of the network
influence prices in connected zones.

Combined events would also be useful in this context, since they could
represent interactions between different market dimensions. For example,
node-level combined events could relate price behaviour with volume condi-
tions, while edge-level combined events could describe situations where high
flows occur together with low available transmission capacity. These richer
event definitions were considered as part of the general event framework,
but they were not included in the final experimental comparison. Therefore,
evaluating combined events together with graph-based forecasting models is
left as future work.
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