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Abstract: Millions of users post comments to TripAdvisor daily, together with a numeric evaluation
of their experience using a rating scale of between 1 and 5 stars. At the same time, inspectors
dispatched by national and local authorities visit restaurant premises regularly to audit hygiene
standards, safe food practices, and overall cleanliness. The purpose of our study is to analyze
the use of online-generated reviews (OGRs) as a tool to complement official restaurant inspection
procedures. Our case study-based approach, with the help of a Python-based scraping library,
consists of collecting OGR data from TripAdvisor and comparing them to extant restaurants’ health
inspection reports. Our findings reveal that a correlation does exist between OGRs and national
health system scorings. In other words, OGRs were found to provide valid indicators of restaurant
quality based on inspection ratings and can thus contribute to the prevention of foodborne illness
among citizens in real time. The originality of the paper resides in the use of big data and social
network data as a an easily accessible, zero-cost, and complementary tool in disease prevention
systems. Incorporated in restaurant management dashboards, it will aid in determining what action
plans are necessary to improve quality and customer experience on the premises.
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1. Introduction

E-commerce sites such as TripAdvisor and Yelp have increased exponentially over the
last decade or so. They are continuously innovating in order to facilitate consumer decision-
making through a system of user evaluation of products and/or services (in the case of
restaurants: food, service, atmosphere, etc.). Meanwhile, national health departments
have limited resources to dispatch inspectors, leaving out many restaurants or being
unable to carry out visits with required frequency, for example, to verify if the quality
has improved [1]. From a smart cities perspective, local authorities faced with inadequate
resources are, in effect, urban decision-makers stymied in their progress towards achieving
smarter cities and improved living standards [2]. Consequently, there is a veritable need for
implementation of systems to support strategic decision-making, with the aim of adopting
smart city health initiatives in mind [3].

Cities are generating a lot of data that could be availed of for improvement of services
provided to citizens. Millions of users generate online data about service experience when
visiting a restaurant, a bar, or a cinema. These online-generated reviews (OGRs) written
by the customers themselves are an important part of e-commerce website design, as they
reflect the customer experience [4]. For the companies listed, it is crucial, since reviews
naturally have an influence on visitor behavior [5] and are, as to be expected, directly
linked to financial performance [6].

The academic field covering OGR computing is very large since text, visual data, and
image tags can reveal important information [7]. Many authors have argued the potential
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positive effects of OGRs for health protection [1,8,9]. They claim OGRs could fill this
gap, even if the idiosyncratic nature of data collection brings specific challenges [10,11].
Understanding of this information, therefore, remains rather poor, despite the importance
of OGRs in decision-making about buying a product [12], listening to music [13], voting for
a presidential election [14–18], or choosing a restaurant [19–21]. Consequently, the present
study extends incipient research into the question of how to put OGRs to good use for
restaurant inspection purposes, protecting citizens’ health in the process. The research
objective is to evaluate how OGRs might be efficiently used to predict restaurant health
condition distribution at the city scale and reveal unknown health risks. Our methodology
consists of, with the help of a Python-based scraping library, collecting a set of data and
comparing it to related restaurant health inspection reports. Our results reveal that there is
a correlation between the health inspectors’ data and OGRs garnered from TripAdvisor.
In other words, OGRs can dynamically indicate restaurant quality.

The originality of the paper resides in the use of big data as an easily accessible,
zero-cost, complementary tool in disease prevention systems. Incorporated in restaurant
management dashboards, OGR data can aid in determining actions necessary to improve
overall quality and customer experience on the premises. The remainder of this manuscript
is organized as follows. The next section briefly sketches out the current state of affairs
and reviews previous studies that have used OGRs to resolve urban issues. This section is
followed by a mapping out of the methodology employed to analyze OGRs and yields the
results. The results are presented in Section 3 and discussed thereafter in Section 4. Finally,
the paper concludes in Section 5 with theoretical and managerial implications, as well as
directions for future research.

2. Literature Review

In the last decade or so, studies have also begun to look at how big data can be
integrated as a complementary tool in restaurant hygiene inspections. The importance
of this field of activity in terms of maintenance and improvement of living standards can
hardly be overstated, not least because one of its ultimate objectives is health protection,
for example through reducing risk of food poisoning and encouraging better sanitary
conditions. Research carried out in California has shown that implementation (by local
authorities) of stricter measures for public disclosure of inspection results can lead to
reduced hospitalization rates linked to suspected foodborne illnesses [22,23]. Enforcing
requirements to post inspection grades at a given establishment has also been shown to
affect business revenue considerably [24], since obviously many patrons will be deterred
from frequenting a restaurant with a publicly visible poor score.

The present research topic explores links between online-generated reviews (OGRs)
and restaurant inspection scores. The use of online reviews (of products, hotels, restaurants,
etc.) tends to have the effect of reducing uncertainty for customers prior to making
decisions [25]. Since one of the key factors in the decision to patronize a restaurant is
consumer perception of its hygiene standards [26], exploring the links between restaurant
OGRs and hygiene inspection scores is a logical step forward in putting these vast datasets
to purposeful ends in terms of minimizing health risks.

While research linking user reviews to health inspections is still in its incipient stages,
the sparse studies that do exist show simple and linear regression between the two variables,
and thus are convincing as to the utility of such investigation. For instance, a 2019 US-
based study, drawing on datasets from the social networking site Yelp, confirmed the
unequivocal impact of health inspection results on online restaurant reviews [9]. That is,
as one might expect, “critical health inspection results lead to a decrease in star ratings”
([9], p. 1370). The study also found that severe health inspection results trigger quality
improvements, and, importantly, that restaurants with poorer overall ratings are more likely
to see a rise in fake reviews, presumably in an attempt to mitigate the obvious negative
effects of such results. More importantly, an earlier study by Kang et al. [1] reported a
significant correlation between reviews on social media (also using Yelp) and prediction of
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actual restaurant inspection scores, reporting “over 82% accuracy in discriminating severe
offenders from places with no violation” ([9], pp. 1443–1444). In focusing on restaurants
with severe violations, the authors also report finding a number of clear lexical cues in
reviews which correlated with the inspection results [1].

These studies open up vast potential for uses of big data as a complementary tool
in the field of restaurant inspection, a field which has many challenges to contend with.
For instance, research to date has yielded mixed results in terms of the capacity of in-
spections to predict outbreaks of foodborne illnesses [5]. Not only that, but doubt has
been cast over consumer ability to correctly interpret inspection information [27], and
issues arise around environmental health officers’ subjective categorization of violations.
These issues aside, local governments and health departments of course have limited re-
sources. Kang et al. [1] even report that no inspection records were available for over 50% of
restaurants found on Yelp at the time of their study in Seattle, suggesting limited coverage.
Hence, assistance in targeting establishments at risk of committing food safety infractions
are highly likely to be an aid in effectively deploying available resources. We would also
posit that making better use of big data, in particular OGRs, for such purposes may act
as a further incentive for dining establishments to promote a safe food environment, also
potentially bolstering consumer confidence in existing health inspection procedures.

The current study contributes to this early line of research, looking to restaurant
inspection scores in the context of Manhattan, New York, and OGRs posted in the same
jurisdiction by users of TripAdvisor, a leading global online platform for reviews on
restaurants. To the best of our knowledge, neither of these variables have been explored in
similar research. Since studies on the topic to date have focused on American cities, we
deem New York a good choice of location in extending this line of research. In addition, its
high concentration of restaurants has yielded 1045 restaurant inspection results, alongside
50,618 OGRs for our data analysis. In addition, the sheer volume of tourists to New York
precludes possible bias that may arise from overconcentration of any one cultural group, by
ruling out culturally relative judgements of cleanliness, hygiene standards, or otherwise.

3. Materials and Methods

Using the case of Manhattan in New York City, our methodology draws on two
compiled datasets entailing restaurant health inspection results and online restaurant
reviews posted to TripAdvisor for corresponding restaurants. To address our research
question, we employed a four-step approach.

3.1. First Step—Analysis of the Restaurant Health Inspection Report

Restaurant health inspections are carried out by local government health departments
to ascertain the compliance of restaurants with food safety conditions and requirements.
The inspection entails various aspects such as food handling, food temperature, and condi-
tions of infrastructure hygiene. Vermin control is also carried out. In the event of infraction,
the restaurant is penalized with a poor inspection rating. Systems for these ratings and
disclosure thereof differs according to jurisdiction. In New York, they are made publicly
visible to customers by being displayed in restaurant windows [1]. Even if they are also
available online, clients must search in an Excel sheet of >100,000 lines, which renders
the task laborious https://health.data.ny.gov/Health/Food-Service-Establishment-Last-
Inspection/cnih-y5dw (accessed on 31 July 2021). From the dataset, we extracted two
variables for our study: (a) the health inspection date and (b) the health inspection score,
which is the sum of violation points for inspection demerits of a given restaurant. It is im-
portant to note that the higher the health score is, the worse the conditions of the particular
restaurant are. This system evaluation works in the opposite way to the TripAdvisor’s
rating by number of stars.

https://health.data.ny.gov/Health/Food-Service-Establishment-Last-Inspection/cnih-y5dw
https://health.data.ny.gov/Health/Food-Service-Establishment-Last-Inspection/cnih-y5dw
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3.2. Second Step—Analyzing the TripAdvisor Data

Restaurants listed on TripAdvisor (www.tripadvisor.com accessed on 30 May 2021)
accumulate OGRs composed of the following elements: textual review, review posting
time, and OGR scorings. With the help of a Python-based scraping library, we were able to
retrieve this data. The algorithm and our repository are available at the GitHub.com website
https://github.com/SebasGarcia08/reviews-summarization (accessed on 31 July 2021).
GitHub.com hosts projects which can be accessed and managed using the standard Git
command-line interface and allows users to browse repositories on the site. It also provides
social networking-like functions such as feeds, follows, and wikis. As a recent upgrade, it
offers a social network feature which shows when developers work on a future version
(coined as fork) and which fork or branch inside this fork is the newest.

We calculated two review scores for each restaurant as per Formulas (1) and (2) below.
One formula takes into account reviews between today and the date of health inspection
(Formula (2)) and the second takes into account reviews before this date and after 1 March
(Formula (1)). To obtain the requisite information on quality, we calculated the mean
star scoring evolution when at least one review exists within 30 days before and after the
inspection date.

Mean star scoring is calculated according to Formulas (1)–(3) below:

OGR_extract_before(restaurant = x) =
∑

lastHealthinspectiondate
March1st,2018 OGR(x)

n
(1)

OGR_extract_after (restaurant = x) =
∑

today
lastHealthinspectiondate OGR(x)

m
(2)

where n and m are the number of OGRs between the respective periods.
Finally, we calculate:

OGR_extract_var (x) = OGR_extract_before (x) − OGR_extract_after (x) (3)

3.3. Third Step—Developing a Relationship Model Joining the Two Datasets

The two datasets have in common the names and addresses of restaurants. The address
is important since Manhattan has different chains of restaurants (e.g., Hard Rock Cafe,
Domino’s, etc.) which have the same name and can thus be confused. However, official
health inspection reports do not include the restaurant URLs necessary to download OGRs.
Consequently, we assigned a group of 21 students (working on a smart city project at
Ramon Llull University (Spain)—bachelor’s level) a sampling of the report and asked them
to manually input the TripAdvisor URLs. The result was a list of URLs that was compatible
for use with our Python script.

3.4. Fourth Step—Analyzing a Possible Correlation Inside the Final Dataset

Our dataset covers 1045 restaurants’ health inspections posted from 1 March 2018
to 1 March 2021. We compared the two sets of data, the one retrieved from TripAdvisor,
and the other from the national health system. It covers 50,618 restaurant OGRs which
are also divided into two parts: prior to the inspection date and after it. Before processing
the OGRs to make our calculations, we conducted a preprocessing of the data, defining
and calculating the reviewers’ popularity through two dimensions: the average number
of friends and their general rating behavior, i.e., the average number of stars they award
restaurants on the platform. Accordingly, a small number of users’ OGRs were elimi-
nated. Namely, those that were awarding excessive positive scoring in order to whitewash
restaurant quality (positive fake news) or very negative ones (negative fake news) were
removed. The correction based on this preprocessing yielded a refined, and only very
slightly reduced dataset.

To address the research question, we then analyzed the possible correlation between
the variation of the star rating observed (variable: “OGR_extract_var”) and the health

www.tripadvisor.com
https://github.com/SebasGarcia08/reviews-summarization
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inspection results (variable: the “health score”). The variation considered is a subtraction
between the period before and after the health inspection date.

4. Results

The results of our study (“health score” versus “OGRs_extract_var”) are presented
in Figure 1a,b. Figure 1b represents negative evolution, i.e., there is a deterioration of the
OGRs, while Figure 1a shows when the evolution is positive. For Figure 1b, we observe
a logarithmic correlation, while in Figure 1a we observe an exponential correlation, with
significance degrees of 0.002185 and <2.2 × 16−10 p-values, respectively. We interpret
these results as follows. If TripAdvisor reviews worsen (“OGR_extract_var” with positive
values), we conclude that the restaurant’s owner has reacted with a corrective action plan.
The latter increases restaurant quality and compliance with food safety regulations, and
the consecutive health score results lower (which is, we recall, synonymous with the lower
irregularities in these reports).
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On the contrary, if TripAdvisor reviews improve, i.e., “OGR_extract_var” with nega-
tive values (Figure 1a), the New York Health report score improves also, and the number
of infractions and health score of consecutive inspection are therefore low. This result
suggests that an improvement observed by visitors leads to a better inspection grading.
Finally, when the OGRs scoring average shows little change during the periods before
and after the inspection (“OGR_extract_var” with values close to 0), the health inspection
scoring worsens on average. We posit that this is because an absence of (negative) OGRs
on restaurant quality is likely to lead to lack of improvement-oriented action by owners
and/or management, i.e., akin to a laissez-faire approach, manifesting in deterioration of
the food quality and hygiene conditions.

In sum, our findings reveal a U-shaped behavior or correlation between health in-
spection ratings and OGR scorings. To improve visualization of the results, we decided
to use the Quantum GIS (QGIS) software platform, a free and open-source desktop ge-
ographic information system (GIS) application, to map the OGR and health inspection
results. QGIS allows users to create maps composed of either raster or vector layers and
based on the geolocalization of all the restaurants. The results are shown in Figure 2 and
illustrate, firstly, how OGRs can be used to identify patterns/clusters of health risks related
to distribution of restaurant health conditions on a city scale. Secondly, they reveal a clear
visual overlap between OGRs and health inspection results. The correlation rate is 0.82.
This outcome confirms, at a macro level, the benefits of OGRs and their potential beneficial
uses for heath protection [28–30].
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5. Discussion

OGRs can be categorized in terms of quantitative (e.g., average number of stars, review
wordcount) and qualitative characteristics (e.g., general opinion, sentimental polarity of
the experience, predictive lexical cues) [1,25,28,30,31]. The quantitative characteristics of
OGRs are heuristic cues displayed close to the product or service proposed that inform
about customer experience and/or (dis)satisfaction [19,32]. Recent papers have shown
a simple and linear regression between OGRs and health inspections [1,9]. Our results
shed further light on these findings. They show the relation is more complex and has a
U-shaped behavior. Our study, in fact, demonstrates a negative causality between OGRs
and health system scores. In other words, negative variation of OGRs can predict a possible
diminution of the official health system scoring. Our correlation corroborates findings
which confirm the direct influence of health inspections on restaurant reviews [9].

Moreover, since the OGRs are posted daily to websites such as TripAdvisor, our
findings highlight the real-time and dynamic role that customers’ reviews could play in
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the area of health inspection. Therefore, thinking more broadly, i.e., citywide, our results
indicate that the OGRs could be a good assistance for cities which have a department
of health with limited resources hindering frequency of inspections and/or follow up of
hygiene or cleanliness issues. They can potentially serve as a new contribution to smart
city health systems and form part of a decision support toolset to aid urban managers in
adopting and implementing health initiatives [3]. Moreover, when these health issues are
localized in a specific zone, such as in the Lower Manhattan area (Figure 2), they can be
leveraged to look for factors external to the restaurant. By using appropriate techniques
and bridging the vocabulary gap between health seekers and healthcare knowledge [10], an
influence zone can be determined [33,34] and the objective of plague or disease propagation
prevention achieved.

The penetration rate of smart phones is currently reaching 121% in developed coun-
tries, whereas in developing countries it is already 90% and continues to rise [35]. Therefore,
the proliferation of these devices represents an important opportunity to generate OGRs
and improve health conditions. Regarding the possible generalization of our findings,
our methodology is based on a case study. This type of approach is fruitful for studying
complex phenomena and is increasingly common in business research, where case studies
have been used to analyze diverse phenomena [1,36]. They are highly recommended
for the analysis of social networks [36], such as TripAdvisor in our case. Case studies
are also appropriate in the early phases of theory development when key variables and
their relationships are to be explored and the revision of the literature shows incipient
understanding of the phenomenon at hand [14,17,37].

6. Conclusions

Much potential for smarter cities resides in the opportunity to analyze freely available,
large quantities of user reviews generated upon visiting a restaurant or employing an
urban service. These online-generated reviews (OGRs) reflect customer experiences [4]
and are an important decision aid in customers’ purchase decision-making processes [9].
By collecting and analyzing OGRs in tandem with health inspection scores, our study
aims to demonstrate that restaurant health inspection results can be reflected by OGRs.
In other words, OGRs can be seen as a proxy for predicting the likely outcome of the next
health inspection of a given restaurant. The practical implications are twofold. Correctly
processed by the owner of the company listed, OGRs constitute valuable information
to guide implementation of corrective actions and thus lead to an increase in restaurant
quality and safe food handling. For local governments constrained by limited resources,
they can be used to predict health risks and orientate the prioritization of restaurants
for official inspection. The theoretical implications constitute new evidence that data
analytics could be an additional and valuable source of information to support such
decision-making processes. Uncovering the multiple ways in which big data, social, and
unstructured data can potentially improve the management of cities makes for novel
scientific contribution [18,38–40].

The present study, however, has some limitations which can be addressed by future
research. First, our results should be confirmed by performing similar research in other
cities to verify their scalability. The validation of different cases could then support the de-
velopment of an urban prediction model and a comprehensive theoretical decision support
system. Second, a further study could carry out a fine-grained analysis of OGRs to identify
characteristics that could influence visitors’ perceptions, such as reviewers’ nationality.
Indeed, the standards of quality, cleanliness, or service attention vary from one country
to another, and could be considered. Finally, this research focuses on the quantitative
aspects of OGRs, taking into account the star average scoring. Future research should
seek to also include the analysis of qualitative information present in the OGRs which,
when summarized and categorized, could also be of assistance to the health inspectors by
anticipating valuable information about the restaurants they will want to audit [41].
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